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General-Purpose AI Code of Practice: 

The first workshop for general-purpose AI model providers 
Meeting minutes  

 

1. KEY MEETING INFORMATION 

Date and time  23/10/2024, 16:45-18:45 (CET)  

Meeting modality  Online meeting  

Attendance 

Participating general-purpose AI model provider organisations*: 

Adobe; AI Sweden**; Aleph Alpha GmbH; Amazon; Anthropic; Apple; Centre National 

de la Recherche Scientifique (CNRS)**; Cohere; Conjecture Ltd; Fastweb SpA; Getty 

Images (UK) Ltd; Google; Hugging Face; IBM; iGenius S.p.A.; Inria; LAION e.V.; 

Media Scope Group OÜ; Meta; Microsoft; Midjourney; Mistral AI; NVIDIA; OpenAI; 

pleias; Qualcomm Inc.; Roblox Corporation; Robert Bosch GmbH; Silo AI; SoftBank 

Corp.; Stability AI, Inc.; Unbabel, Lda. 

 

Moderation of discussions: 

Code of Practice Chairs and Vice-Chairs 

 

Workshop facilitation: 

The European AI Office 

 

*Names of provider organisations are reflected as put forward in their expression of interest.  

In addition to organisations listed above, NASK was also invited to the workshop as an eligible general-purpose 

AI model provider organisation that had expressed interest to participate in the Code of Practice drawing-up, 

but did not attend. 

**These organisations participated in the discussion for Working Group 2, 3 and 4, but not in the discussion for 

Working Group 1.   

 

The first workshop for general-purpose AI model providers with (Vice-) Chairs in the context of the Code 

of Practice was structured in three sessions. In Session I, the AI Office opened the meeting in a kick-off 

across all Working Groups (WGs), outlining that the workshop was an opportunity for providers to raise 

key points on the basis of questions from (Vice-) Chairs, and explaining the procedure for the subsequent 

sessions. Session II focused on the discussion topics for WG 2, 3, and 4. Session III was dedicated to 

discussion topics for WG 1.  

The workshop operated under Chatham House Rules. For each Working Group, participants received a list 

of questions prepared by the (Vice-) Chairs for their respective Working Group. (Vice-) Chairs moderated 

the discussions. The workshop was then centred on the proposed questions. Each participant who wished 

to share their perspective was allotted maximum 2 minutes. In addition, providers had the option to submit 

written responses by Friday, 25 October.  

The following meeting minutes summarise key outcomes for each question as discussed during the 

workshop, highlighting points of agreement and disagreement, as well as any additional insights from the 
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workshop. The minutes are organised by Working Group, with WG 1 divided into transparency and 

copyright-related rules, as discussions were conducted separately for each: 

• WG 1: Transparency 

• WG 1: Copyright-related Rules 

• WG 2: Risk Identification and Assessment for Systemic Risk 

• WG 3: Technical Risk Mitigation for Systemic Risk 

• WG 4: Governance Risk Mitigation for Systemic Risk  

 

2. MINUTES 

2.1 WG 1: TRANSPARENCY  

This section presents the questions proposed by the (Vice-) Chairs for Working Group 1 - Transparency, 

followed by a summary of the main results from the discussions held during the workshop.  

Q1: Documentation to downstream providers: What kinds of non-public information do you currently 

share with downstream providers and users? What other kinds of information have downstream 

providers and users requested, why are you not sharing it now and what might make it possible to share?  

Many general-purpose AI model providers seem positive about the transparency requirements and related 

elements set out in Annexes XII of the AI Act, as some of these elements are already being documented and 

made publicly available in the current state of the art. Practices of usage policies and model cards were 

mentioned. One provider stated that they already take into account the AI Act in their existing 

documentation practices. 

According to some providers, rather little information is shared only to downstream providers. One provider 

that is releasing models as open-source emphasised the benefits to the wider AI community from sharing 

model information publicly.  

Providers emphasised the concern that certain information, if publicly shared or leaked, could compromise 

model security or expose vulnerabilities. Model providers also emphasised the need to protect trade secrets.  

Q2: Documentation to governments: What kind of non-public information do you currently share with 

other governments? What other kinds of information have governments requested, why are you not 

sharing it now and what might make it possible to share?  

Some general-purpose AI model providers do not currently share any information exclusively with 

governments or public institutions, while others do. During the workshop, some highlighted that there is 

overlap between Annex XI and XII, where information sharing requirements could be combined. In 

addition, for some parts of Annex XI there already is publicly available information, that general-purpose 

AI model providers pointed to.   

Many model providers expressed their openness to share the information elements set out in Annexes XI 

and XII of the AI Act. Some of the general-purpose AI model providers opposed revealing the model 

weights, considering them as trade secrets.  

Finally, some participants highlighted that in the process of sharing the relevant information with the AI 

Office and national authorities, the confidentiality and cybersecurity of the public authority's infrastructure 

are of important. 
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2.2 WG 1: COPYRIGHT-RELATED RULES  

This section presents the questions proposed by the Chairs for Working Group 1 – Copyright-related rules, 

regarding rules related to copyright and other legitimate rights, followed by a summary of the main results 

from the discussions held during the workshop.  

Q1: What are the internal organisational processes you have put in place to deal with copyright issues 

and which of them have proven most successful? Specifically, do you have copyright compliance 

measures in place in your upstream and downstream relationships with data providers and AI system 

providers respectively? To what extent do you retain training data or records of it (source links or 

identifiers/time stamps)?   

Some providers highlighted the difficulty of discussing internal processes for copyright compliance in detail 

in front of other competitors and underlined the need for confidentiality to be included also in the Code of 

Practice to protect trade secrets.  

Some other participants offered an overview of their procedures to comply with copyright law, which 

consists of various measures throughout the AI model lifecycle, for example, from data acquisition 

(restrictions on web crawling to respect site owner presences, among others), copyright-infringement-free 

product deployment,providing applications for rightsholders to opt out and in some cases relying on the 

public availability of the datasets and the community’s effort in interacting with these datasets. At the same 

time, some participants stressed the need that organisations should have internal organisational flexibility 

and that measures prescribed in the code should not make it impossible or too costly for general-purpose 

AI model providers to comply.  

Q2: Regarding the identification and the respect of the opt-out from the TDM exception, what are in 

your views the most useful measures and commitments that could be included in the code? How in 

practice could a provider demonstrate that it has respected the opt-out? Is there an industry standard for 

rights reservations that your company respects? What are your views on measures to detect opt-outs in 

scraped training data, e.g. through metadata analysis or automatic content recognition?   

The lack of standardisation in opt-out solutions was pointed out by many participants and identified as a 

challenge for compliance with Union copyright law. However, a number of existing industry-level 

techniques were mentioned (e.g., robot.txt). 

Most participants agreed that the standards should allow interoperability and some also stressed they should 

be open and accessible, especially for small players.  

Some providers highlighted that rightsholders should indicate their choices in a standard ‘machine-

readable’ format to enable scalable and effective detection through automated means as the only feasible 

way to implement the opt-out for AI training. It was also emphasised by providers that standards are difficult 

to set if those technologies are not fully developed yet. Some providers stated that the Code of Practice 

should therefore focus on what exists today as commonly agreed and widely used industry standards. While 

some participants agreed on the robot.txt standard, some also highlighted its deficiencies.   

Another concern expressed by participants was the high costs associated with (re)training models to comply 

with opt-outs, especially for smaller players. 
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In terms of compliance with opt-outs, one participant claimed that it is very difficult to share such 

information and that it is costly and burdensome to have the burden of proof on the provider side. It was 

highlighted that information to prove compliance with the opt-out might not be retrievable anymore and 

that it is important not to apply the AI Act obligations retroactively for already trained models.   

Q3: Recital 107 of the AI Act already indicates that the expected content of the summary should include 

the main data collections or sets that went into training the model, such as large private or public 

databases or data archives. In your view, how should ‘large’ be understood if there was to be a 

benchmark?   

Only one provider approached the topic during the workshop, claiming that even if datasets are enormous, 

it is possible to make them available in a searchable format and links to see training datasets are possible.   

Q4: Since according to the same recital other sources that cannot be individually disclosed (e.g. scraped 

content, user generated data) must also be described in a manner that facilitates the exercise of the rights 

of parties with legitimate interests, what other meaningful information about these other sources would 

be acceptable for you to disclose in the summary?  

The views on the level of granularity of the details differed among the general-purpose AI model providers. 

One participant underlined that a detailed level of granularity is possible and necessary to enable 

rightsholders to determine whether content has been used for AI training. They felt that disclosure does not 

compromise trade secrets since this content is all publicly available. They further elaborated that such 

datasets and content can be documented and made available in a searchable format and a link provided in 

the summary (e.g with URLs). For training data that has not been scraped from websites, a summary of the 

sources or links to the source will be sufficient in most cases.  

By contrast, another provider emphasised that the summary should be provided only in a narrative form, 

should not be technically detailed and should not endanger provider’s trade secrets and business sensitive 

nature of information's trade secrets and business sensitive information, that is in principle information 

about the training data used and methodologies.  

 

2.3 WG 2: RISK IDENTIFICATION AND ASSESSMENT FOR SYSTEMIC RISK 

This section presents the questions proposed by the (Vice-) Chairs for Working Group 2, followed by a 

summary of the main results from the discussions held during the workshop. 

Q1: What individual risk of General-Purpose AI is your organisation paying exceptionally close 

attention to, that you would suggest for other model providers to also attend to more - and why?    

Some providers highlighted the need to describe specific risks in the Code of Practice, rather than broad 

risk categories. At the same time, some providers highlighted the need to design a future-proof risk 

taxonomy that allows flexibility in response to rapidly evolving technology. Some providers mentioned that 

risks should be prioritised by severity.  

Some providers emphasised the importance of assessing risks associated with specific applications, rather 

than the risks of the underlying general-purpose AI models. In response to this, one provider outlined the 

need to focus on risks that emerge from the model level, in light of the AI Act obligations that are targeted 

at general-purpose AI models. This received support from many other providers.  
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One provider highlighted that cultural inclusivity is essential for models that serve diverse global audiences, 

as this mitigates biases and ensures fair performance across different languages and regions.  Another 

provider mentioned that risks related to misuse and disinformation might require particular attention.  

Q2: What General-Purpose AI risk or capability evaluation technique, tool or dataset is working so well 

for you that you would like to share it with other model providers - and why?  

Providers highlighted that robust evaluation techniques and established standards provide a strong 

foundation for assessing model safety.  

Some providers highlighted the effectiveness of frameworks which help categorise risks and evaluate key 

factors such as model autonomy and cybersecurity vulnerabilities in systematic, repeatable ways.  

One provider emphasised that they are releasing model weights for open access as it is beneficial to allow 

externals to test them. To advance in particular societal impact evaluations, a provider worked with a variety 

of stakeholders.  

Q3: What emerging organizational practice (e.g. team structure, workflows and procedures) has proven 

most successful for improving the safety of your models so far - and why?  

Organisations highlighted flexible, outcome-oriented governance organisational practices as particularly 

successful for adapting to AI advancements. A centralised AI ethics or risk review board was one endorsed 

practice, as these boards provide crucial oversight in light of emerging risks, guiding model updates or other 

adaptations when necessary. 

Additionally, participants emphasised best practices such as regular model evaluations, detailed threat 

modeling, and red teaming – both internal and external – to proactively identify and address vulnerabilities. 

These practices foster continuous improvement and effective risk mitigation by leveraging expert insights 

and ensuring thorough pre-deployment and post-deployment testing and monitoring. Also, a culture of 

knowledge-sharing was widely supported as a means to enhance best practices across the industry.  

Q4: Is there a specific example of a potential provision of the Code of Practice, that would be very 

challenging for your organisation to support - and why?  

Participants found this question challenging to answer, as they had not yet received the draft Code of 

Practice. However, general feedback emphasised the need to differentiate among categories of general-

purpose AI model providers, particularly by offering feasible approaches for start-ups and research centres. 

Participants also expressed concern about the potential burden of overly prescriptive measures. 

One provider mentioned that the rules should not be too burdensome in order to allow for innovation and 

to deploy fast. Assessing risks before deployment was seen as challenging, especially for start-ups, due to 

the burden this would place on engineers in a highly competitive market where timing is crucial. However, 

some other participants noted that existing practices for pre-deployment risk assessment can be adaptable 

and compatible with time-to-market objectives. 

Some providers mentioned that involving third parties can be challenging in light of protecting trade secrets. 

It could be particularly difficult for small companies. However, another provider argued that working with 

qualified third parties could help young companies to get up to speed with state of the art evaluation 

practices. 
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2.4 WG 3: TECHNICAL RISK MITIGATION FOR SYSTEMIC RISK 

This section presents the questions proposed by the (Vice-) Chairs for Working Group 3, followed by a 

summary of the main results from the discussions held during the workshop. 

Q1: How do you currently differentiate between catastrophic risks and diffuse risks that need to be 

measured? 

Participants highlighted the need to focus on Articles 53 and 55 of the AI Act, which also address systemic 

risks, and to build practices that ensure compliance with these articles. At the same time, some highlighted 

the need for a taxonomy of risks to develop tailored mitigation measures, but that should build on existing 

guidelines and measures. 

Additionally, some providers highlighted the importance of mitigating risks along the full model lifecycle 

and value chain. It was also suggested to identify priority risks and phase the work across time, with an 

incremental implementation of requirements. 

Q2: In areas where current measures are of limited effectiveness (e.g., unlearning), are there any (public, 

independent) sources that you expect will cover future effective measures, and could thus act as a 

reference for up-to-date best practices? 

One participant highlighted that risk is more associated with use rather than inherent in the technology, and 

thus better mitigated at the application level, rather than the model level. In disagreement with that, another 

participant emphasized that risks from AI is inherent to a model as it depends on model capabilities, which 

implies that risk should be mitigated also at the model level. There was a discussion on the “ineffectiveness” 

of unlearning as a measure between providers. 

Q3: Which types of guidance on information and cybersecurity measures would be helpful, and why? 

Which types of guidance would be unhelpful, and why? 

Some providers highlighted the need for the Code of Practice to allow for flexibility. A participant 

mentioned the need for clear guidance, including on what security measures to take depending on the level 

of capability of a model.  

Providers mentioned that there is no standard guidance on cybersecurity for general-purpose AI models. 

The importance of considering the model and the system and its application in cybersecurity aspects was 

emphasised. 

One participant highlighted the need for more guidance on visual models, as fakes, deepfakes, and privacy 

issues could be seen as a significant risk. There was also a call for more guidance for developers to assess 

the problems associated with different datasets, licenses, and copyright issues. 

Q4: What is a non-obvious way in which the part of the Code of Practice dealing with technical 

mitigations against systemic risk might fail to be useful? 

It was suggested that risk assessment and mitigation measures should be different for different types of 

models and potentially applications, and there should be clusters depending on the areas of application. 

Some providers emphasised that using a single overarching technical mitigation approach might fail to be 

useful. At the same time, participants highlighted that technical mitigation measures should consider the 

full value chain of products based on general-purpose AI models.  
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One participant suggested that mitigation techniques should be approachable and open standards, accessible 

to all, including smaller companies. Concerns were also expressed about technical risk mitigations which 

might become obsolete as model architectures change rapidly. In understanding of the evolving technical 

mitigation measures, the Chairs emphasised the need to consider certain flexibility in the Code of Practice. 

There was also a discussion on the importance of setting a bar or benchmark for the Code of Practice and 

the dependency of mitigation measures on results. Participants highlighted the need for a quantitative risk 

framework for organisations, including for models used by children, and the importance of using existing 

risk frameworks and open-source frameworks. 

2.5 WG 4: GOVERNANCE RISK MITIGATION FOR SYSTEMIC RISK 

This section presents the questions proposed by the (Vice-) Chairs for Working Group 4, followed by a 

summary of the main results from the discussions held during the workshop. 

Q1: Risk management processes: What internal governance structures as well as roles and 

responsibilities do you have in place to manage the systemic risks from your systems? What is the process 

by which assessments of systemic risk inform deployment decisions? Do you foresee any particular 

changes to these processes? 

Many participants stated that they already have internal governance structures, along with defined roles and 

responsibilities, to manage the systemic risks associated with their General-Purpose AI models. These 

frameworks guide risk assessment for models, influencing system deployment to varying extents. Some 

stakeholders questioned whether the Code of Practice would serve as a baseline or adopt a more flexible, 

modular approach tailored to different models, expressing a preference against a "one-size-fits-all" 

approach.  It was clarified that the rules that are being detailed out in this WG [as well as WG 2 and 3] only 

concern providers of general-purpose AI models with systemic risks – as a subset of general-purpose AI 

models. [A general-purpose AI model should be presumed to be with systemic risk when the cumulative 

amount of computation used for its training measured in floating point operations is greater than 10^25. 

The Commission may update or supplement this threshold in light of technological advances and may also 

designate other models as posing systemic risks based on further criteria, such as the number of users or 

the level of autonomy of the model.]  

It was pointed out by a few participants that it is crucial for the AI Office to align with international 

approaches and standards. Many companies already follow risk and quality management frameworks, such 

as for example those from NIST, ISO, CEN-CENELEC. Participants feel that one of their main challenges, 

especially for global companies, will be understanding which specific processes to comply with amid these 

diverse standards. Participants stated that, rather than reinventing the wheel, existing frameworks should 

be leveraged to create a cohesive approach. 

As per discussions in WG 3, some participants highlighted also during these discussions the importance of 

managing risks at each stage of development, and overall, many participants shared an understanding 

among participants on the need for comprehensive internal risk management policies. 

Q2: Involvement of third parties: With respect to specific processes on assessment of systemic risk, 

technical risk mitigation and organizational risk mitigation - how do you currently involve third parties, 

and how could you involve third parties in the future? For example, how much time, compute, and API 

access could third parties be given for model evaluations before the release of a GPAI model?  
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Currently, some providers involve third parties, with apparently broadly shared consensus on its 

importance. However, some participants noted a significant shortage of AI auditors and evaluators, creating 

a limited ecosystem from which to choose. 

Some participants also raised certain caveats: they argued that third-party assessments should not be 

mandatory, as it is believed that the quality of the involvement is more critical than its mere presence. They 

highlighted practical concerns, such as intellectual property issues and the legality of specific model tests 

in some countries may further complicate third-party evaluations. 

Additionally, participants emphasised the critical role of AI Safety Institutes, which can contribute by 

developing advanced testing mechanisms and threat intelligence. In the future, these tools would enable 

private companies to implement risk assessments using standardised test sets and metrics. 

Q3: Post-deployment corrections: Which indicators do you currently track and might be feasible to track 

for triggering post-deployment corrections? Which post-deployment corrections could be feasible? 

Many providers highlighted the importance of post-deployment monitoring and corrective actions, with 

participants noting that many of their internal governance provisions extend to this phase as well, linking 

their responses to Question 1. Some participants also emphasised the value of feedback from the open-

source community and end-users in strengthening post-deployment oversight. 

One stakeholder noted that some general-purpose AI models are not available for public use of consumers, 

but for businesses. They elaborated that when deployments occur in fully private contexts, customer-

specific implementations and distributions may not generate feedback for the original model provider. They 

found this a key consideration for incident management and post-deployment corrections, as it affects the 

flow of information needed for effective model updates and risk mitigation. 
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